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Abstract—This paper presents a method of identification and
azimuth estimation for one or two concurrent speakers in simul-
taneous utterances. This method is applicable to human-machine
interaction and robot audition. Identification and localization
have been rarely mutually addressed and related works rely on
time-frequency exploitation strategies to extract and treat each
source’s contribution to the received signal. The presented method
relies on a training made with one speaker at a time, but it can
exploit a speech segment to identify and localize two speakers.
A cochlear filtering-based binaural front-end allows to extract
equivalent rectangular bandwidth frequency cepstral coefficients
(ERBFCC) and interaural level difference (ILD) features. Ar-
tificial neural networks (ANNs) exploit ERBFCCs to provide
identity information, and a histogram-based exploitation of ILDs
provides azimuth angle information. The method was evaluated
in contexts including overlapping segments in the presence of
noises and sound reflections and its efficiency was demonstrated.
Even with fully overlapping utterances, we reached an 83%
identification rate of both speakers, an 82% estimation accuracy
of both azimuths and an 68% correct mutual identity and azimuth
estimation rate. At least one speaker was correctly identified and
localized in more than 99% of the tests for utterances lasting
near 5s.

Index Terms—Speaker identification, localization, binaural
inputs, human-machine interaction, robot audition.

I. INTRODUCTION

Speech is an important component of human-machine in-
teraction and robot audition applications [1], [2]. Indeed, it
carries more information that a machine can reach and exploit
than just the pronounced words. Such information are the
speaker identity, position, prosody and the environment acous-
tic conditions for example. A machine or robot in sound-based
interaction with humans is constrained by the environment
acoustic properties, implying the presence of noise and sound
reflections. In the presence of multiple persons, an additional
constraint can arise when two or more speakers utter simul-
taneously. The robot has to identify and localize the speakers
in order to decide which one or ones to interact with, which
can be followed by adjusting its behavior accordingly. Among
the different paradigms of sound acquisition, binaurality is
particularly interesting and challenging. Indeed, it exploits
signals not only acquired with only two microphones, which
is a relatively low number for certain applications, but also
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Fig. 1. Objects: to know the identities and azimuth angles of two speakers
based on their voices, in the presence of sound reflections and noises.

acquired similarly with the human sound sensing. Thus, it
allows to reduce material loads and to implement or propose
models of human auditory processing stages.

In this paper, we mutually address the identification and
localization of speakers in the binaural paradigm. We regard
identification in this work as the task of estimating speaker
identities among a set of speakers known by the system,
and regardless of the words being pronounced. Similarly,
localization in this paper addresses the estimation of speaker
azimuth angles among a set of possible angles known by the
system. The proposed method operates in scenarios where two
speakers utter speech at the same time (see Figure 1), which is
challenging for systems operating with only two input signals.
With two speakers, overlapping speech segments complicate
the task as they originate from two different speakers and posi-
tions and are received together. Previous work thus focused on
separating the contribution of each speaker from the resulting
signal to extract related identity and position information. We
address the problem from a different point of view where
we associate the most likely identity and position to each
short speech time frame. Results are then integrated over an
overall duration with a number of included frames to obtain
the speakers’ identities and positions.

The binaural paradigm was exploited in [3], where local-
ization and tracking of an unknown number of speakers used
differences of sound arrival times to the ears. Also relying on
binaural sound acquisition, we add the identification module
and extract different acoustic features, through a common
binaural front-end to both modules. Equivalent rectangular
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bandwidth frequency cepstral coefficients (ERBFCC) and in-
teraural level difference (ILD) acoustic features are extracted
for identification and localization respectively. Both features
rely on gammatone filterbanks emulating the cochlear filter-
ing. Identification uses artificial neural networks (ANNs) to
exploit the computed ERBFCCs and output speaker identi-
ties. Speaker azimuths are estimated through frequency and
azimuth-dependent histograms of ILDs, established in a train-
ing phase. The proposed system was evaluated with data ex-
tracted in conditions implying the presence of sound reflections
and noises. Different performance measures were computed,
taking into account the utterance overlap and duration.

The paper is organized as follows. The next section
overviews previous work that addressed similar tasks. Sec-
tion III presents the system’s consecutive steps and operation.
Section IV presents the evaluation data, performed tests and
results. Finally, Section V concludes the paper.

II. RELATED WORK

Sound signal processing was used in several applications of
human-robot interaction. Multiple paradigms were conceived
for sound acquisition and treatment, and proved the usefulness
of sound as a means of communication. In [1], a quizmater
robot relying on a microphone array and dealing with si-
multaneous speech utterances, was able to identify multiple
speakers and recognize their respective speech segments. Also
in [4], the robot audition system dealt with simultaneous
speech utterances. It performed recognition, localization and
separation, and estimated the number of speakerss. Moreover,
in [2], interaction between a robot and multiple persons was
tackled. The robot localized speakers, selected an interaction
partner and acted accordingly. Binaural robot audition was
addressed in [3], where the robot was able to localize and
track multiple speakers with no a priori information about their
number.

Whether used in human-machine interaction or other ap-
plications, speaker identification and localization were largely
tackled in previous work, mostly separately and with a single
active speaker. The previously proposed methods consist in
acoustic feature extraction from the acquired signals, and
exploitation to reach the requested information. Some of the
previous studies proposed models for differend stages of the
human auditory processing, from the cochlea to the haircells
and even to upper stages. Additionally, some works tackled
the problems of sound reflections and noises and proposed
methods to suppress their negative effects. In the following,
we separately exhibit previous work regarding identification
and localization.

Sound source localization, applicable to human speakers
localization, has been largely tackled in the binaural context.
The presence of a source at a certain azimuth angle causes the
emitted sound to be sensed at one ear before the other and more
loudly. Thus, the interaural level and time differences (ILD and
ITD) reflect the azimuth angle. Previous studies used them [5],
[6], with machine learning exploitations techniques [6], or
straightforward relations between the cues and the azimuth

through mathematical equations [7]. Interaural acoustic fea-
tures can either be extracted independently of the frequency,
or on different frequency intervals. The second option allows
to exploit these cues with relation to their frequency-dependent
efficiencies. Indeed, the Duplex theory [8] suggests that ITDs
are used at lower frequencies, while ILDs are exploited at
higher frequencies.

As for the speaker identification, previous studies extracted
features like mel-frequency cepstral coefficients (MFCCs) [9],
[10], lineat predictive coding (LPC) [9] and i-vectors [11].
Feature exploitation relied on techniques like gaussian mixture
models (GMMs) [12], support vector machines (SVMs) [13]
and deep neural networks (DNNs) [14]. It is to note that most
of the previous speaker identification studies operated in a
single-microphone context. Works operating with microphone
arrays reach a final identification through combination of the
different identification results or exploitation of the different
signals to reach a single better signal and then performing
feature extraction and exploitation on it.

Localization and identification have been addressed together
in [15]. This work presented a system performing localization
followed by speech activity detection and identification. The
estimated direction allowed to select the closest ear and to
extract identification features from the corresonding signal.
Speech segregation, and localization were tackled in [16], [17],
while identification was not directly addressed. Nevertheless,
segregation can provide information to be based on for iden-
tification cue extraction, using missing data techniques for
example.

III. PROPOSED METHOD

The proposed system is designed for sound-based human-
machine interaction and robot audition applications. A robot
dealing with a human or more is in a constant need of knowing
the identity and position of its partners, in order to keep
track on their activity and detect outliers. The system extracts
different acoustic features for localization and identification of
speakers, but relying on the same front-end, which is beneficial
in a computational point of view. As specified earlier, the
object is to know the identities and azimuth angles of two
speakers uttering at the same time, relying on two signals only.

Previous systems operating with multiple sources, aiming
for source separation or localization for example, rely on the
sparseness assumption. Exploiting the spectral contents of the
acquired signals and assigning time-frequency units to specific
sources was used for this task. The system we present is
conceived to be trained with speech signals corresponding to a
single speaker, and to be able to deliver results if two speakers
are concurrently active. Adopting a small frame duration and
a large number of cochlear filtering channels increases the
resolution of the system and thus its ability to extract the most
active speaker at each time frame and frequency bin. Each
time frame is assigned to the most likely speaker and azimuth,
without decomposition of the frame into multiple frequency
bins, but using the most reliable bins. Speaker identification
relies on ERBFCCs exploited by ANNs, and localization uses
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ILD histogram-based likelihood estimations to estimate the
most likely speaker and position respectively.

A. Feature extraction

Features are extracted on time frames of approximately
15ms each, extracted with a frame overlap of approximately
7.5ms. But before feature extraction, an energy-based voice
activity detection (VAD) allows to eliminate the signal portions
with no speech and thus no identity or azimuth information.
A thresholding can be used for this VAD to discard silence
portions. The energy of each frame is computed based on its
original temportal waveform, independently of the frequency,
and compared to the energy threshold Eth:

Eth = Emin + C(Emax − Emin) (1)

where Emin and Emax are respectively the maximal and
minimal frame energies across the analyzed segment. C is a
coefficient used to adjust the threshold for more or less severe
frame selection (currently, C = 0.02). This process is applied
to the left and right ear signals independently but only time
frames that have commonly left and right energies higher than
the respective thresholds are used.

Both identification and localization acoustic features are
extracted based on the outputs of left and right-ear gammatone
filterbanks [18], [19] of Nf filters each, exploiting the inputs
of the left and right ears (currently, Nf = 100). Let El

t,f and
Er

t,f respectively the output energies of the left-ear and right-

ear tth frames and f th gammatone filters. ILDs and ERBFCCs
are computed as follows.

1) ILD: The ILD reflects the difference in loudness per-
ceived by the two ears, due to the presence of the sound
source to the side of one ear, and the presence of the head
as an obstacle to the sound wave propagation. This causes the
creation of a shadow zone containing the contralateral ear and
in which the energy is reduced. This head shadow effect [20]
depends on the size and shape of the head and on the source
azimuth. For the f th gammatone filter and tth frame, the ILD
δt,f can be computed as:

δt,f = 20log
10

El
t,f

Er
t,f

. (2)

2) ERBFCC: These coefficients are conceived in a similar
way with the widely used MFCCs. The mel-scale triangular
filterbanks used in MFCC computation are replaced by ERB-
scale gammatone filterbanks, which provide a better model
for the cochlear filtering. Moreover, the same filterbanks used
for ILD computation are used with ERBFCCs, which is
advantageous from a computational point of view. The kth

ERBFCC coefficient at the left ear, γl
t,k, is obtained through

discrete cosine transform:

γl
t,k = wk

Nf
∑

f=1

log
10
(El

t,f )cos
(π(2f − 1)(k − 1)

2Nf

)

, (3)

wk =

⎧

⎨

⎩

1√
Nf

, k = 1
√

2
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.

!"#$%&'()*+,&
-./011&2*3%4+

5677*"&'()*+
869*":64"&;&<=51

>$%#$%&'()*+,&
:#*(?*+&'6?*'6@447

8
69
*
"
:
64
"
&;
"
$
9
=
*
+&

4
A&
$
:
*
7
&3
4
*
AA
63
6*
"
%:

8
69
*
"
:
64
"
&;
&"
$
9
=
*
+&

4
A&
?
"
4
B
"
&:
#
*
(
?
*
+:

Fig. 2. ANN-based identification feature exploitation.

ERBFCCs are computed at the right ear in a similar way.
They are assembled into left and right ear vectors before their
exploitation by ANNs:

Γl
t = [γl

t,2, .., γ
l
t,K ]T , (4)

and
Γr
t = [γr

t,2, .., γ
r
t,K ]T , (5)

where K (currently, K = 40) is the index of the last cepstral
coefficient taken into account at both ears, and a vector vT is
the transpose of a vector v.

Note that gammatone filterbanks have also been used
in [21], [22] for speaker identification through the gammatone
frequency cepstral coefficients.

B. Feature exploitation

The computed features are exploited in a way to obtain
classifications over sets of possible speakers and azimuth
angles. These classifications are obtained based on likelihood
esttimations performed by ANNs and histograms respectively.

1) Identification ANNs: One feed-forward multi-layer per-
ceptron with sigmoid activation and one hidden layer is asso-
ciated to each ear. As shown in Figure 2, each ANN takes as
input the corresponding ear’s ERBFCC vectors. The number
of hidden cells is NbHC = 40 and the number of output cells
is equal to the number of speakers known by the system. The
taining associates a constant positive value α, with 0 < α < 1,
to the output cell number s if the current training input vector
corresponds to the speaker number s, and the value −α to the
other output cells. The testing provides a set of values at the
output cells for each testing input vector. The identification
result for each frame is thus the speaker associated to the cell
with the highest activity.

Left and right-ear ANNs provide their outputs separately.
We combine the two outputs corresponding to each time frame
in a way to consider only the frames with the same result as
valid, and discard the frames with different results. The object
of this operation is to eliminate part of the monaural wrong
outputs through a binaural exploitation which can improve the
performances of the system.

2) ILD histograms: ILDs are first computed through all the
training data according to Equation 2, for the gammatone filters
associated to the gammatone channels where ILDs are the
most reliable, in the ensemble frel. The ILD channel selection
and extraction of frel will be shown in the next paragraph.
After computation, the interval between the overall minimal
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and maximal ILD values is decomposed into Nb equal bins.
Data are decomposed into groups where each group collects
the ILDs computed at each azimuth angle and reliable channel
from all the speakers. Thus, the number of groups is equal
to the product of the number of possible azimuths and the
number of reliable channels. The histogram haz,f , f∈frel,
corresponding to each group is then formed and normalized
to provide ILD probabilities p(δt,f |haz,f ). After histograms
are formed, the testing goes as follows. For each time frame t,
the ILDs δt,f are computed for the frequencies f∈frel. Each
ILD value is submitted to the corresponding histogram of each
azimuth direction for likelihood estimation. According to each
candidate azimuth angle, the log-likelihood can be integrated
over all the frequency channels taken into consideration:

Laz,t =
∑

f∈frel

log
10
p(δt,f |haz,f ), (6)

and assuming that all azimuth angles are equally probable, and
for each test’s specific features at a time, the estimated azimuth
âz can be obtained through:

âzt = argmax
az

Laz,t. (7)

3) ILD channel selection: ILDs computed at different
gammatone channels do not have the same effectiveness in
providing azimuth information. For example, the Duplex the-
ory [8] suggests that ILDs are useful starting from a certain
frequency, which depends on the head size. Moreover, and
due to the presence of sound reflections and noises, certain
frequency bands might be more or less affected and thus less
or more able to provide efficient ILDs. A selection of the
most reliable ILDs is thus needed. To this purpose, we use the
monodimensional Wilks’ Lambda [23], [24]. ILDs computed
at a certain channel and azimuth angle for a number of time
frames can be assembled into a frequency and azimuth-specific
group. For each channel, it is of interest to have azimuth groups
that are easily distinguishable, which means that ILDs provide
good azimuth information. Lambda compares the intra-group
dispersion to the overall dispersion. We can calculate this
measure for each gammatone channel’s ILDs as:

λ =
1

N

∑G
g=1

ngvg

V
, (8)

where N is the total number of examples across groups. ng and
vg are respectively the number of examples and their variance
in the group of the azimuth g. V is the variance of the whole
set of values computed over all the G groups. The value of λ
does not reflect a certain degree of system performance. But
the smaller it is, the better the feature component quality is
because groups become tighter with less chance of confusion
between them. Lambdas λILD

f are computed for the ILDs at
all the channels. These ILDs are computed on a setup database
including several speakers and different azimuth positions. The
reliable channel ensemble frel is then defined as follows:

frel = {f |λILD
f < 0.3}, (9)

comprising the channels corresponding to the most informative
ILDs as set by this thresholding process.

C. System operation

The system operation takes place in scenarios like the
following. Two speakers address speech to the robot, and sound
reflections and noises interfere to the speech signals. Located at
different azimuth angles, the speakers’ signals are exploited by
the system to estimate their respective azimuths and identities.
The object is not to separate the speech signals, i.e. assign a
set of frequency bins to each speaker at each time unit, but to
know the speakers identities and azimuth angles. The system
provides for each time frame a single identity and a single
azimuth output based on the most likely speaker and azimuth.
The consecutive frame results are then exploited to provide
the final results over the entire mutual utterances duration. The
two identities and azimuths being the most estimated over the
whole test duration are then taken as test results. Tests are
made in a text-independent context as the speech segments
used for testing are not included in the training datasets.

IV. EVALUATION DATA AND RESULTS

In this section, we present the performed evaluations and
their results. Evaluation data are extracted from recordings
made in an environment with sound reflections and noises.
We present the database, and then the tests and results.

A. Recorded database

Speech from 10 male speakers was extracted from the TSP
Speech Database [25], and emitted through a loudspeaker to be
received by the SIG2 humanoid robot’s binaural microphones.
Indeed, SIG2 has a human-like head with human-like ears and
microphones placed inside them. The speaker-receiver distance
was set to 1.5m, and 25 azimuth angles were considered,
ranging between -60◦ and 60◦ with a step of 5◦. Sound signals
were sampled at 48kHz. The robot was placed as shown in
Figure 3. The environment had a length of 14.3m, a width of
6.3m and a height of 6.9m. Three of the walls and the ceiling
were of brick and concrete, one of the walls was covered by
curtains and the floor was covered by carpets. Noise in the
environment was mainly caused by a fridge. See Figure 3 for
more details about the environment geometry. Such a database
is useful for applications like speaker identification, speech
recognition, and speaker localization in binaural or monaural
contexts, it is intended to be made publicly available.

B. Tests and results

In the presented database, the utterances of each speaker
were recorded independently of other speakers. The performed
tests were made with signals obtained by adding two utterances
at a time. Test utterances were generated randomly, each
consisted of two different speakers located at two different
azimuths with at least a 30◦ difference between them. In
the performed tests, as previously seen, the system made
classifications over sets of speakers and azimuth angles. The
performances could thus be evaluated through the rates of the
number of tests with correct classifications to the total numbers
of tests. The following measures were computed to evaluate
the effectiveness:
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Fig. 3. Environment geometry and SIG2 robot head position and orientation.
Blue: glass, red:curtains, green: sound-causing refrigerator, grey: air condi-
tioner radiators.

• The rate of correct identification of both speakers, denoted
in the results figures by “2 spk”.

• The rate of correct azimuth estimates of both speakers,
denoted by “2 az”.

• The rate of correct identification and localization of both
speakers, denoted by “2 spk + 2 az”.

• The rate of correct identification of at least one of the two
speakers, denoted by “1 spk”.

• The rate of correct estimation of one of at least one of
the two azimuth angles, denoted by “1 az”.

• The rate of correct estimation of at least one identity and
one azimuth at a time, denoted by “1 spk + 1 az”.

The tests addressed the effect of the utterance overlap and
duration on the performances. Each measure was computed
based on a total number of random tests that was between 450
and 500. We detail the evaluations next.

1) Effect of utterance overlap percentage: In these tests,
the signals of the two speakers were considered with different
overlap percentages. The duration of each speaker’s utterance
is 2 seconds. The signals were considered in such a way that
for an overlap of α%, the second speaker’s utterance began
when (100−α)% of the first speaker’s utterance was finished.
Thus, the overlap percentage was computed in function of
the utterance duration, and not directly in function of the
speech activity inside it. Indeed, the utterances included silence
portions which might more or less have reduced the actual
speech activity duration inside them. Silence portions were
removed by an energy-based VAD as specified in III-A, but
on the resulting signal. Three percentages were considered:
30%, 50% and full overlap. In the last case, both utterances
started and ended together.

Results are reported in Figure 4. The figure shows that at
least one speaker is accurately identified and localized in all
conditions. Indeed, the success rate of identifying or localizing
at least one speaker was at least near 90%, even with full
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Fig. 4. Performance evaluation in function of the overlap percentage. The
plotted measures are as explained in IV-B. Each speaker’s utterance was of 2
seconds.
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Fig. 5. Performance evaluation in function of the utterance duration. The
plotted measures are as explained in IV-B. The utterances of both speakers
were totally overlapping.

overlap. The performance measures significantly decreased
when the overlap percentage increased. For less overlap, the
localization performances were higher than the identification,
while identification rates became higher than localization rates
with full overlap. This shows a higher sensitivity of the local-
ization module to the overlap. For low overlap, the system’s
ability to localize and identify both speakers at the same time
depended more on the identification as the azimuths were
estimated with a much higher accuracy. For high overlap,
the two-speaker identification and localization performances
depended on both modules with none of them being able to
achieve perfect classification rates.

2) Effect of utterance duration: In this test, the two utter-
ances of both speakers started and ended at the same time with
full overlap. This is thus the hardest testing context as shown in
the previous evaluation. We studied the effect of the utterance
duration on the performances of the system. Four durations
were considered: 1s, 2s, 3s and longer. In the last case, the
smallest utterance duration betwen the two being uttered was
considered, the average test duration was near 5s.

Figure 5 shows the results. They show that increasing the
utterance duration improved the performances of the system.
Indeed, the results were integrated over a larger number of
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frames and could take benefit of more available information.
The system showed high performances in the localization
or identification of at least one speaker even for relatively
short utterances. For two speakers at the same time, we can
see again that the localization had lower classification rates
than the identification, having fully overlapping utterances.
Nevertheless, the performances of both modules increased
with increasing utterance duration, which also increased the
ability to simultaneously localize and identify both speakers.
In approximately 68% of the tests, the system was able to
perform these tasks when the speakers uttered for the tests
with more than 3 seconds. Reducing the overlap percentage
with such durations is able to improve the performances as
shown in the previous paragraph.

In all the cases, a large number of the azimuth estimation
errors were caused by confusions with the azimuth angles
neighbouring the actual ones, as the resolution of the database
in terms of azimuth was of 5◦. If the application can bear to
estimate the azimuth within a 5◦ range, the computed azimuth
estimation rates and thus overall performances would highly
increase. Finally, note that a functioning mode exploiting ILD
vectors with ANNs was also tested. It was not as beneficial
as the proposed histogram exploitation for two concurrent
speakers, despite being efficient in scenarios with one speaker.

V. CONCLUSIONS

A method for mutual localization and identification of one
or two concurrent speakers in human-machine interaction and
robot audition contexts has been presented. The system adopts
supervised learning that is based on data provided by a single
speaker, but is able to deliver identities and azimuth angles
of two speakers in a speech segment if present. Evaluations
addressed the effect of the test duration and utterance overlap
on the performances, in echoic and noisy conditions. They
showed that the system’s outputs become more accurate when
the utterance duration increases, and when there is less overlap
between utterances of two speakers. In all the cases, the system
is able to identify or localize at least one of the two speakers
with high accuracy. Current and future work is addressing the
presence of more than two speakers at the same time, and
speaker movement. Strategies to improve the robustness of the
approach are being implemented, such as an integration of
framewise results that allows to limit the numbers of candidate
speakers and azimuths at each time frame based on previous
frames results and their coherence.
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